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CUTTING EDGE TECHNOLOGY

1 Background

We discussed the code-generator-generator approach (cstone.exe) in the first part of
the white paper.

In this paper, we will examine some of the ways in which the functionality offered by
cstone.exe can be channeled to build complex application patterns.

Specifically, we will consider the “pickled-object” pattern which drastically simplifies
the development of database-driven applications by presenting the database as a set
of interrelated classes.

In our considerable experience training and grooming developers to deliver data-
driven web applications to end-customers, we are always stunned by the facility with
which the average developer applies the cut-and-paste-followed-by-search-and-
replace model of working, especially when dealing with SQL queries. In order to
reduce our own risk to the dangers inherent with such an approach, we took it on
ourselves to find a faster and better way to achieve the same result without
sacrificing any flexibility or power.

The “pickled-object” pattern shifts the battleground of developing a data-driven
application to a code-based data-access tier, presenting each table as a class and
each row of data as an instance of the class, abstracting away the details of how the
class is instantiated and persisted to the database while directly replacing insecure
embedded-SQL and other such abominations with industry-leading best-practices.

2 Synopsis
BrightSword LongReach™ includes a set of pre-developed patterns which can be

used to effect the “pickled-object” pattern using the code-generator-generator
approach.

This section discusses olive.exe®.

Discussion of cstone.exe is present in the first part of the paper, and discussion of
the other tools is outside the scope of this section.

3 Technical Discussion

The “pickled-object” pattern has been presented as an interface by several database-
development frameworks, but always from within the context of the database
development environment. Consequently, it is difficult, if not impossible, to migrate
out code written against one database within one environment, to another database
or other environment.

The TypedDataSet of Visual Studio somewhat deviates from the database-centric
approach taken by other vendors, but still falls short of the portability criterion. Most
notably, if you don’t use the Visual Studio IDE, you can’t even get a TypedDataSet
for your database connection.

Our approach is to provide a language-and-platform-optimized tool that isolates the
data-access portion from the object model, effectively providing portability in a native
manner.

To understand the approach, let us examine the metadata structure used:

! Olives are generally pickled objects, so it is only fitting that the tool be named so.
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<namespace name="PJjO0.MIWorkflow">
<class name="Statce">
<property name="Name" type="adUnicodeString”

i>

<property name="Abbreviation” type="adlUnicodel G
<property name="AddressableEntities" type="AddressableEntity" iz reference="true" collection="true" />
<fclasa>
<class name="AddressableEn
e="Caode™
<property name="Name"
<property name="AddressLinel"™
<property name="AddressLine2"

ig reguired

<property nam

cproperty neme="City" type="adlnico
<!== Property State comes Irom the

<property name="ZIP" type="adUnicoadeString"
<property name="PrimaryTeliephconeNumber™ type="adUnicodeString™ length="ig"™ />
</cla=zs>
<class name="Organization™ extenda="AddreszsableEntitcy™>
<property name="Contacts" type="Indiwvidual" iz reference="true" gollectign="true" />
</fclass>
golass name="Individual™ excends="AddressableEncity">

<property name="FirstName™ type="adUnicode3tring” Iength="12E" /[

<property name="LastName"™ type="adUnicodeString"™ iengt
<1— gther demogrgphic informaticn can go here —»5
</class>
<class name="Clinic™ extends="Organization™>
<property name="SubscriptionStart" cypes="adDateTime"™ />
<property name="SubscriptionEnd"” cype="adDateTIime" />
Lproperty name="PerLincRate"™ tcype="adCurr
<property name="HighVa

<feclass>
<class name="AuthenticatedUser"”

<property name="Username" type="adUn ¥ iz wnigque="true" is regaired="tzue" ;>

<property name="Pasgword" type="

<property name="SecretQuestion

Figure 1: Sample Metadata
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This sample metadata files describes a CRM-genre project. Such a file would be
written as the result of business analysis by someone in the role of the project’'s PM.

What is of note is that the structure of metadata intuitively conveys relationships
between objects, an inheritance hierarchy, platform-agnostic type specifications (we
have “embraced and extended” the erstwhile ADO datatype enumeration), and other
traditional software modeling artefacts.

What is also of note is that the model contains no information about the methods of
the class in question — only the attributes are modeled. The reason for this will
become apparent shortly, and it has immense ramifications in that a RESTful
interface to the object can be shortly derived (as has been in the BrightSword
Reminisce™ Web Server).

Each of the “class” tags is converted into a database table, and each of the imploded
“class” hierarchies is converted into a database view. Stored Procedures are created
for Creation, Update and Delete of a given row. These take into account the
inheritance models and update the correct columns in each of the tables in an object
hierarchy.

This class definition hierarchy can be then processed using a collection of CST
templates to turn the pattern into a live code representation of the “pickled object”
pattern. The “pickled-object” pattern provided by olive is comprised of the following
classes:

3.1 Object

The object class simply represents a database view, mapping each column in the
view to a property in the class. Properties that refer to instances or collections of
other objects are treated similarly to properties that refer to stored values, leading to
simple interaction with code.

Objects can be created with the traditional new operator. A property of type GUID
and name ‘ID’ is automatically given to each class behind the scenes. When new is
called with an ID specified, the constructor of the class attempts to find and load the
specified object from the specified backing store — be it a cache- or database-
storage provider. The developer is oblivious to the efforts applied by the constructor,
and simply operates on the object as if it was created and pre-populated by magic.
The details of how this is done are given in section 3.5.1 below.

Objects loaded from a relational database backing store are lazy-loaded, in that only
the value-typed properties are loaded from the database store at object creation time.
The instant the developer accesses a property which references another Object or
Collection of Objects, the loading procedure seamlessly populates the referenced
object or collection.

Objects can simply be persisted, deleted or erased by calling Persist(), Delete() or
Erase()’>. These operations are discussed in more detail in the StorageAdapter
section below.

A sample function using the approach is given below. This is the sort of code an
application developer writes in the BrightSword LongReach™ context, and it shows
the “pickled-object” pattern in action.

Z Delete() marks an internally created field to signify that the object should be excluded for all
other operations, but does not remove it from the storage unit. Since all operations on the
object are time-stamped, it is possible to perform audits and keep track of when normal
CRUD operations took place if the developer uses Delete(). Erase() actually removes all
traces of the object from the storage unit and is provided for completeness.
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Figure 2: Code using the Olive or “pickled-object” p attern.

It is instructive to note that the developer is only aware of the presence of a
database-backing store when specifying the Loader or StorageAdapter. From the
time the object is loaded until the time the object is stored, it exhibits no dependency
on the backing store.

Also worthy of note is the observation that the Object is not tightly bound to anything
that loads or stores it, leading to perfect portability. It is quite possible, for example, to
load the object from a SqlServer storage backend, and save it into an XML cache, or
a MySq|l storage backend.

3.2 Collection

Since we are still using Visual Studio 2003 and .NET Framework 1.1, we found the
need to build a strongly-typed collection class.

With the minor modification of allowing .Add() to return the object added?® (instead of
its internal index) and the addition of some methods to Persist and Load entire
collections, it is a textbook example of using CollectionBase to build strongly typed
collections.

Modifying the patterns to use generics or templates will be a trivial exercise®.
3.3 Loaders

3.3.1 XmlLoader

This factory can be used when the Object in question is to be loaded from an
XmINode. In practice, this is used when we use an XML-file-based cache, and in an
extension of the pickled-object pattern called Azure. Azure® is a mechanism to
transfer objects across a network connection, allowing for seamless storage and
loading in a distributed environment.

® This allows for chaining commands, arguably making it easier to write simpler code: (e.g the
following code adds the same object to two collections, which happens when there is a many-
to-many resolution map in the object modeling structure).

AnotherCollection.Add(Collection.Add(new Object())) ;

* Porting our corporate development platform to Visual Studio 2005 and .NET 2.0, is,
however, not quite so trivial!

® Azure is a very light shade of Indigo.
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We actively use Azure to build traditional WinForms applications using remotely
stored objects. A further discussion of Azure follows in another document.

3.3.2 FormLoader

This factory can be used when the Object in question is to be loaded from a
submitted Form Collection (a NamedValueCollection), typically in the context of
processing a System.Web.HttpRequest.

We use this extensively in the Reminisce™ Web Server where submitted forms are
automatically created into objects which are then further processed and possibly
persisted.

3.4 Serializers

3.4.1 XmlSerializer
This serializes the object into its XML representation.

We use this serialization technique to implement the server-side of Azure, and to also
render the object into any format we desire using XSLT transforms.

3.4.2 JSONSerializer

This serializes the object into its JISON representation.

As expected, this is used extensively when building AJAXian applications on the
Reminisce™ Server.

3.4.3 FormSerializer

This serializes the object into an HTML Form (a NameValueCollection) that can be
posted to a server.

This is used to implement the client-side of Azure.

3.5 SqlServerLoaders

SqlServerLoaders are MSSQL Database Server-specific implementations of
Loaders. These encapsulate the traditional database operations using Connections
and Commands and DataReaders.

Support for other database providers can be easily implemented along these lines.
The code-generator approach takes away the effort of writing the correct, optimized
code, without sacrificing any of the performance by attempting to work with a lowest
common denominator interface.

Also of note is the implementation of the generic loader. The SqlServerLoader
implementation is highly functional in approach, allowing multiple functions to be
called to convert and process each row read. Since a database read is an expensive
operation, making multiple calls to read the database is sub-optimal to the approach
of processing the current row in multiple ways.

This is implemented using the concept® of currying, where an array of row-processing
functions packaged each with its own peculiar parameters, is provided as an
argument to the row-iterator, where each is called in turn.

6 Again, since this implementation of the “pickled-object” pattern is implemented using C# 1.0
which is a semi-functional language, functional concepts like currying, which lend to a level of
optimization, have to be first implemented as a library. In fact, it would be very difficult to
achieve this optimized approach with a language like Java which has no concept of function
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3.5.1 SqlServerObjectLoader
This factory loads an instance of the object in question from a DataRow.

3.5.2 SqglServerFastXmlLoader

This factory takes advantage of the fact that MSSQL supports an ‘AS XML’ clause in
a SQL SELECT query, and builds the object collection as an XML document from the
result of using a query with AS XML.

3.5.3 SqglServerXmlLoader
This factory loads an XmINode representing the instance from a DataRow.

This factory is implemented for completeness and as an example for other providers.
We don’t need to use this when FastXmlLoader is around.

3.5.4 SqlServerJSONLoader

This factory loads a JSON object construct representing the instance from a
DataRow.

3.6 SqlServerStorageAdapter

SqlServerStorageAdapters are MSSQL Database Server-specific implementations of
Storage Adapters. These encapsulate the traditional database operations using
Connections and Commands, and provide functionality to Persist, Delete and Erase
objects from a persistent store.

Support for other database providers can be easily implemented along these lines.
The code-generator approach takes away the effort of writing the correct, optimized
code, without sacrificing any of the performance by attempting to work with a lowest
common denominator interface.

3.6.1 Persist

When the object’'s SqglServerStorageAdapter is called to persist an object, it connects
to the specified MSSQL database and executes the appropriate stored procedure to
save the object in the store.

The ‘persist’ stored procedure for each object appropriately updates all the columns
in the various tables that make up the object’s inheritance tree.

Persistence includes both the creation of new objects and the update of existing
objects.

The key thing to note is that the stored procedures, along with the TABLE and VIEW
database objects, are also code-generated in T-SQL as part of the pattern.

3.6.2 Delete

When the object’'s SqlServerStorageAdapter is called to delete an object, it connects
to the specified MSSQL database and executes the appropriate stored procedure to
mark the object as inactive in the store.

The ‘delete’ stored procedure marks a flag field in each record corresponding to the
object, signifying that the object is to be treated as inactive. This approach to marking
objects as deleted allows for auditing of database operations, which is a common
business requirement for enterprise applications.

pointers, and it would actually be easier to implement in JavaScript, which does have
functional leanings.
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3.6.3 Erase

When the object’s SqlServerStorageAdapter is called to erase an object, it connects
to the specified MSSQL database and executes the appropriate stored procedure to
obliterate the object from the store.

The ‘erase’ stored procedure removes all traces of the record from the database
table. It is typically used only for writing maintenance tools, and is typically not
actively used in a business application.

3.7 SQL DDL

The DDL associated with the “pickled-object” pattern can be generated for each
variant of SQL as the developer sees fit. We have a packaged version for MSSQL
and MySQL.

It is trivial to extend this to Oracle or other databases, but we have not yet
encountered the business requirement to do so.

As mentioned earlier, the Olive class definition schema allows for inheritance
modeling. The backend SQL store is made to support inheritance by using views and
stored procedures to allow accessor and mutator functionalities respectively.

Samples of all the DDL generated for the ‘pickled-object’ pattern are provided below.
It is instructive to note that the SQL generated follows best-practices for naming,
syntax constructs and the formatting is consistent and eminently readable.

3.7.1 Database Table and View DDL

LastModifiedTim

Ialeletced]

71+ [AddreasLinel]

ztedTime],
1 DeletedTime],

[ID] = f[ut addresszblesntity]. [ID]

Figure 3: Sample Table and View Definitions
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3.7.2 The ‘save’ Stored Procedure

Figure 4: The 'save' Stored Procedure (partial list  ing)
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3.7.3 The ‘delete’ and ‘erase’ Stored Procedures

Figure 5: The 'delete’ and 'erase’ Stored Procedure s
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3.7.4 The ‘get’ Stored Procedure

Figure 6: The 'get' Stored Procedure
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4 Description of Suite Components

4.1 olive.exe

When the LongReach™ suite is installed, the MSI installs the code-patterns for C# and T-SQL. Other language packs can be installed as well.

olive.exe is run from the command-line and subsumes the functionality of cstone.exe, so when patterns are available which conform to the olive
metadata schema, cstone need not explicitly be called.

Figure 7: Olive --help - The command-line options f  or Olive
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5 Summary

The “pickled-object” pattern is a powerful code-pattern which allows for easy and
intuitive development of data-driven applications.

The olive.exe tool which is part of the BrightSword LongReach™ Tool Suite allows
for the development of complete data-storage and data-access tiers in native T-SQL
and native C# respectively. Addition of other native data-storage and data-access
tiers is possible and planned.

The “picked-object” pattern is a tried and tested pattern, with generated libraries
running in production.
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